
Cost Attribution Methodology
Costs on the firing line: why qualified decisions  

require a radical shift in front-office thinking  

INTRODUCTION

Observing the current state of the banking industry, 
it seems a return to the easy conditions of the  

pre-2007 era – the entire period between 1987 and 
2007 – is unlikely to happen any time soon. Despite 
financial implosions and plenty of crises, this era was 

largely characterised  
by easy spending,  
readiness of credit and 
loose regulation. 

Balance sheets are 
now being rebuilt1 and 
retail businesses recov-
ering – as are core IB 
products and high- 
volume trading lines. 

There is a growing  
realisation that these 
businesses are only 
sustainable through 
fundamental restructur-
ing and a far tighter  
appreciation of cost. 
The old days of largesse 
and free spending 
across the front office 
are a thing of the past.

THE PARTY’S OVER

While a decade ago the 
relationship between a 
typical trading desk and  
its internal support  

services could be summarised as ‘cash is no object,  
just make sure my revenue growth is never  
constrained’, the new reality is cost-driven and asks:  
‘how does revenue compare to the real cost of  
business – both for me and my competitors – and 
where can we be leaner?’. 

This mirrors changes in other sectors over past 
decades, most recently in the pharmaceutical sector2  
– where a changing competitive and regulatory  
environment, along with increasing pressures  
on margins, forced a sudden step change in  
organisational maturity. The good news is that  
industries can and do adapt to such pressures;  
banking will adapt and thrive in due course.

To survive and accommodate change on this  
level requires organisations to understand and  
embrace the need to mature their operational  
capabilities; banks will be less about intellectual 
innovation and more about operational execution. 

There needs to be a fundamental shift in 
front-office understanding of cost, acknowledgement  
of the need to be transparent, removal of political 
barriers, and the provision of a framework for  
measuring the true cost of the resources consumed 
by each business. 

Only once these are in place can truly qualified 
decisions be 
made as to 
which
business 
lines,  
products 
and people are 
most worth investing in.

Banks previously 
had been able  
to ignore cost  
pressures in their 
businesses by  
holding minimal 
equity capital, using 
‘alchemy’ to create 
lucrative financial 
products and  
entering new  
markets. The  
banking industry  
will now have to 
manage its costs  
in the way other  
industries have  
had to do for a  
long time

‘

’
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1 Still very much a work in progress, given the £27bn remaining UK capital shortfall highlighted by the Bank of England at the time of writing in (June 2013).
2 For an introduction to parallel change in pharma, see this interesting presentation by Deloitte: http://www.corkcoco.ie/co/pdf/484086187.pdf
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WHAT IS A COST FRAMEWORK FOR?

As a minimum, any cost framework seeks to answer:

• What are my current and planned capacity 
needs and where does capacity in shared 
services exceed these?

• Which product lines are consuming which 
resources and at what cost?

• Are these costs accepted by the business 
lines they relate to?

• Are costs correctly attributed to product 
lines over time and am I using realistic 
drivers?

• Where capacity is deliberately planned for 
future growth, is the cost of this investment 
attributed to and correctly charged to the 
same granularity as P&L?

• What is my ‘real’ net profitability per  
product line after considering all these 
costs, i.e. net trading profitability after cost 
of funding, capital and shared services?

• How can I better price my expected returns 
for larger investments and how can I  
measure objectively whether they have 
delivered value?

If the above information is not available, there  
is a danger – as has been the case in the past – that 
capital and investment are misdirected, and that this 
misdirection is invisible. 

WHY BOTHER?
There are numerous ways in which the lack of a 
robust framework for allocating cost can impact 
profitability and transparency. In particular, where 
information is opaque, personal agendas take  
the place of planning and indirect costs may be  
deliberately misallocated. 

It is time to attach the same importance and  
discipline to the pricing of shared costs as that  
applied to financing costs such as liquidity, funding 
and risk. Only then will the true costs of doing  
business be apparent.

A few common issues are highlighted below:

1. COMPLEXITY IS FALSELY CHEAP

It is not uncommon for a complex new product to be 
launched – the incremental support costs for which 
far outweigh any revenue benefit and where this 
information is hidden behind several layers of poorly 
managed cross-charging.  

This often occurs where shared costs are  
misallocated according to over-simplified metrics 
such as trade volume. This can completely overlook 
processing complexity or other demands on  
resources and skew the business case in favour  
of more complex products.

 

2. LEGACY WAR

Business Unit A has a system for which it has  
invested a large amount over a long period of  
time and on which it is seeking a positive return. 
Business unit B requires a similar service but can 
obtain it more cheaply or efficiently using a different 
and newer technology, and its decision makers do 
not want to make an unproductive contribution to 
the existing system.

In these cases the politics can run deep and 
in the absence of a strong and versatile allocation 
model there is no mechanism for reaching a sensible 
resolution. Accounting rules for amortised costs get 
in the way of commercial decisions for the benefit  
of the business.

3. FORGOTTEN INVESTMENTS

It is not uncommon for a large programme of change 
to generate large pieces of implementation work in 
anticipation of a business that doesn’t transpire, or 
does not fulfil its intended usage. How should this  
be managed? 

SHARE OF VOLUME

REAL SHARE OF COST

FIGURE 6: COSTS RARELY BREAK DOWN NEATLY BY VOLUME
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Well, certainly not by ignoring these costs  
or lumping them into a shared pot of capital  
investment losses at group or division level,  
nor should costs be back-loaded to distort initial 
profitability. Forensic allocation at desk level is often 
the only way to determine real returns against a 
background of vested interests and wasted effort.

4. CIRCULAR CHARGES

In some cases banks apply multiple levels of  
charging. If not carefully managed this can lead  
to circular charging (as illustrated in figure 5).  
Under a properly labelled cost model (as presented) 
this type of paradox does not occur, since the  
original source of cost is retained.

TOWARDS A COMMON MODEL
As with any attribution process, we advocate  
a fair and pragmatic approach that provides a  
manageable framework for assigning cost that’s 
based on a consistent set of guiding principles:

PRINCIPAL 1: ALIGN COST AND REVENUE 

In the same way that banks 
have multiple dimensions 
along which profit can be 
‘attributed’, ‘decomposed’, or 
‘explained’, a similar approach 
can be adopted for costs.  
In the traditional revenue 
model, P&L is allocated to 
dimensions such as business 
units, individuals or geogra-
phies (see figure 1 below). 

Logical rules are used to 
determine the percentage 
split of P&L across each  
dimension based on the 
portfolio or ‘activity’ (group 
of related portfolios) under which each revenue 
occurs (denoted R1, R2, R3). Allocation rules may 
change over time and a time-stamp is used to  
determine which rule to apply. In some cases,  
the time-stamp may be retrospective (see R2).
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FIGURE 5: CIRCULAR CHARGING. 
In many cases the cost model is more 
opaque and intractable than simple cost 
centre consumption, particularly where 
business units cross-charge one another 
across several layers of an organisation.  
Where this is not carefully managed and 
percentages of costs are exchanged, circular 
references can arise causing headaches  
at audit time. Providing each cost with  
a unique identifier that is retained  
during onward charging can help to  
prevent paradoxes of this sort.

FIGURE 1: TRADITIONAL REVENUE ALLOCATION. 
Revenue is transparent to management at a granular level.

BUSINESS UNIT 1

ALLOCATION RULE

BUSINESS UNIT 2

ALLOCATION RULE

BUSINESS UNIT 3

ALLOCATION RULE

Calculate and  
attribute cost 

along the same 
dimensions of the 

business as you 
do for profit (e.g. 

book, product line, 
trader, business 

unit, counterparty 
or region) and at 
the same level of 

granularity
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P&L RECIPIENT DIMENSION (E.G. TRADER,  
DESK, BUSINESS UNIT, REGION)

ACTIVITIES

PORTFOLIOS

ALLOCATION RULE t0 ALLOCATION RULE1

R2 R3R1

t0 t1



In a traditional banking model costs are aggregated 
and charged at business unit level – partly due to 
expediency, but also due to the historical business 
resistance against doing anything more granular. 

Simple drivers, such as revenue or trade  
volume are used as proxies for consumption of  
services to determine allocation. Cost drivers  
change infrequently and are negotiated by  
business line (see figure 2).

A 

better approach to assigning costs in a more  
consistent way – mirroring the current allocation  
procedure for profit – is illustrated in figure 3. 

This gives a more granular understanding of  
value creation – taking the operating costs of the 
business fully into account – and can be used to 
properly reward and encourage the businesses and 
product lines that are creating the most value. 

It is often argued that operating costs are not  
the key driver of decision making at the product 
line level. But complex products requiring a heavy 
burden of modelling and oversight have already  
become significant and can no longer be ignored.

PRINCIPLE 2: LABEL COSTS CONSISTENTLY  
AT SOURCE 

If we wish to move towards 
attributing costs along  
the same dimensions as 
revenues, i.e. assigning 
costs to the same points, 
or ‘nodes’ at which we are 
measuring trading ‘profits’, 
then it follows that cost 
centres must be able to 
emit charges at a granular 
level for consumption by 
profit centres.

Since a cost cannot  
be emitted anonymously  
(it has to come from  
somewhere), it is  
necessary to identify  
each cost according to a 
common taxonomy. For 
example, according to the 
category and sub category 
of origin. For example, cost 
X might relate to a licence 
fee for a market data feed 
and needs to be labelled as such.3 

In the same way that there is a product  
taxonomy and risk factors to support profit  
attribution, the taxonomy and classifications of  
costs provides the mechanism for cost attribution.
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COST RECIPIENT DIMENSIONS (E.G. TRADER, 
DESK, BUSINESS UNIT, REGION) TO MIRROR P&L

C2C1

ALLOCATION AND
AMORTISATION RULE0

t0 t1

ALLOCATION AND
AMORTISATION RULE1

LOW-LEVEL COST CENTRES
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SHARED  
SERVICES

LOW-LEVEL COST CENTRES

ALLOCATION AND AMORTISATION PROCESS

C2C1

CROSS-
CHARGE 
MODEL

HIGH-LEVEL COST 
CENTRE (BUSINESS 

UNIT/REGION

FIGURE 2: TRADITIONAL COST ALLOCATION. 
Costs are allocated at a high level (typically business unit 
or above). Shared services may retain cost or charge to 
business units based on simple usage models

FIGURE 3: COSTS ALIGNED TO P&L. 
The harder but better way

Introduce a  
standardised  
taxonomy for  

identifying and 
labelling each  

cost by source.  
This allows the  

flow of costs 
around the  

organisation to  
be traced and  

navigated.  
Aggregation can 
then be applied  
at any point to  

gain management 
information on  

demand and usage

3 In which case, we might apply the label:  <MARKET_DATA>.<FEEDS>.<X>



PRINCIPLE 3: KEEP THE LABELS (DEPENDENCY 
GRAPHING AND TRACEABILITY)

A cost may collect  
additional labels as it  
passes through levels of 
charging but the original label 
must always be retained – 
even when the charge is split 
across many consumers.

For example, cost X 
relates to a licence fee for a 
market data feed, as before, 
and is onward charged via a 
shared operational services 
department. Throughout this 
process it is possible to trace 

back to the original licence fee regardless of how it is 
split, allocated and cross-charged.4

PRINCIPLE 4: APPLY STANDARD ATTRIBUTION 
LABELS 

Each cost will have business  
(‘spatial’) dimensions to which  
it is attributed and a time period 
over which this happens.  
Some charges will be split over  
multiple events, or time periods, 
and across multiple dimensions. 

For example, if the spatial 
dimensions are product,  
counterparty and business unit, 
then a cost might be assigned to ‘equities delta 1, 
all counterparties, NY’5 for a charge incurred by the 
equity delta desk in NY, or ‘All products’, ‘MF Global’, 
‘All regions’ for an increased credit charge related to 
a credit downgrade for MF Global.

PRINCIPLE 5: ALLOCATE ALL COSTS 

Where a cost is being  
calculated for a specific 
node and time frame, 
entries must be summed 
and divided using such 
metrics as revenues,  
volumes, availability,  
complexity and usage 
within the same spatial 
and time range. 

Historically, charges 
were assigned at business 
unit level – often accord-
ing to a fairly rudimentary 
business plan with  
infrastructure costs 
absorbed as overhead. 
Revenues were examined 
as part of P&L with only 
an informal link made to 
operating and investment 
costs. Business heads were free to assign costs  
between products, meaning that unprofitable  
business lines were obscured in some cases. It is 
clear that this approach is no longer sufficient.

To overcome these limitations, costs must be 
assigned to business lines across the dimensions  

Cost attribution methodology: costs on the firing line

RECIPIENT

LOW-LEVEL COST CENTRE

ONWARD ALLOCATION

COST

RECIPIENTRECIPIENT

INTITIAL ALLOCATION

SHARED SERVICE
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Labels should  
be retained 
throughout the 
allocation process  
so that costs  
can be traced 
through any  
subsequent  
layers of onward 
charging

FIGURE 4: COST C IS LABELLED AT SOURCE. 
It is allocated to various end recipients – either directly or via 
indirect layers of charging, with the label retained throughout. 
Each recipient cost dimension receives a fraction of C and is 
able to trace its source

Introduce 
standardised 

labelling to 
each charge or 
part of charge 

indicating  
attribution

All costs are either 
consumed by a profit 

node (‘operating 
cost’) or remain 

unallocated –  
(‘overheads’ or 

‘waste’). Where  
costs are consumed 
then management 
drivers need to be 

designed for the  
allocation process – 

to encourage  
the consumers  

of costs to  
acknowledge them

4  For system purposes we might label this cost:   
<OP_SERVICES>.<MARKET_DATA>.<FEEDS>.<X>

5  We might formally label this as <EQ DELTA 1>.<*>.<NY> or more 
generally: <spatial_dimension_range>. <time_dimension_range>. 
<amount_in_dollars >



described above and then either ‘accepted’ or held 
as ‘waste’. Since it is unacceptable for a cost centre 
to be able to attribute costs unchallenged, there 
needs to be a matching engine where the profit  
centres can ‘accept’ their costs, or a portion thereof.6 

To facilitate the process, business lines may  
set thresholds for automatic acceptance, such as 
maximum amounts (cost budgets) and acceptable 
time periods. Outside this process there will need 
to be strong governance and mediation to ensure 
that costs are allocated as extensively and fairly as 
possible and that any spread of allocation over time 
does not serve political aims.

PRINCIPLE 6: ESTABLISH KPIs 

For a specific organisation 
or business unit, our first 
KPI is the number of cost 
sources for which they 
can identify their target 
spatial and time ranges (as 
opposed to overheads). As 
an organisation gets better 
at attributing its costs, 
more and more  
of them will become  
properly targeted.

For each cost centre there will be a gap  
between their actual costs and those that they 
have acceptably recharged, and this can be a  
measure of their ‘waste’. This is a KPI that can be 
used to reduce operational inefficiencies.

A second KPI for organisation maturity is the 
percentage of costs which have been accepted as 
a proportion of total costs. At the macro level this 
gives a measure of organisational waste.

A third KPI can measure the proportion of  
redundant costs – where charges are incurred multiple 
times across the organisation – and a consolidation 
programme can reduce these over time.

As maturity increases, these measures become an 
essential part of the management and reward process.

IN SUMMARY

While the above model can be considered idealistic, 
the aim is to establish these as benchmark principles 
and to align internal cost work towards these ultimate 
goals. By doing so, financial organisations will be in a 
far better position to make best use of resources in 
future. In particular, it resolves many of the questions 
we listed at the beginning:

• Capacity excesses are immediately visible  
according to consumption of cost.

• Real costs are immediately visible by business 
line, allowing a better appreciation of IRR and 
real profitability. 

• Acceptance of costs is an integral part of the 
process and is incentivised via KPIs.

• Costs can be appropriately allocated over time 
according to flexible models (a single point in  
time, multiple points of time, non-linear  
consumption). 

Business lines will be able to trace  
and challenge costs throughout the 
chain, helping them to identify waste  
or over-charging
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Establish objective 
operational  
performance  
measures  
against which  
organisational  
maturity can  
be judged

6  An indexing representation for this looks like:  
<source_label>.<attribution_label>.<amount_ccy>



WHERE WE CAN HELP
Designing and implementing a new cost model 
within an organisation is not a simple task in either 
practical or political terms. 

In the real world the above principles are not 
achievable in one swoop, but that does not diminish 
their value as goals. They provide a target for  
guiding an incremental approach with small  
concrete improvements – each of which will help 
build support for a larger programme of change. 

By working with a client’s internal stakeholders,  
we can assist in a number of areas:

STANDARD TAXONOMY:

• Development of standardised labelling that fits  
a client’s business, its purchasing habits and  
the structure of its shared services.

STANDARD SCHEMA:

• Design of standardised XML schemas – to  
model a client’s profit and cost-attribution  
models – that reflect their governance,  
drill-down, aggregation and reporting needs.

• URLs to provide standardised external label 
definitions to ensure clear policy and quality 
controls.

GOVERNANCE MODEL:

• Definition of governance standards for labelling 
and attribution.

• Definition of aggregation and on-charging  
principles. 

TRANSPARENT CHARGING AND  
‘ACCEPTANCE’ RULES:

• Acceptability rules and thresholds.

• Time periods and time-out rules, e.g. period over 
which charge will be accepted and under what 
conditions, amortisation and depreciation rules.

METHODOLOGY DEFINITION: 
• Attribution methodology.

• Attribution for complex products.

• Temporal treatment.

• Mediation between business units.  

FEASIBILITY:

• Impact analysis.

• EC/Regulatory Capital/hedging charges.

GETTING STARTED
In many cases a quick piece of analysis work on a  
client’s management reporting across a particular 
business line of concern, or regarding a particular 
shared service, can be of value in establishing ground 
rules and likely areas for contention. 

The analysis might include tracing example  
cost dependencies, reviewing existing maturity  
of reporting or examining organisational ownership 
and processes.

This will give early insight into any politics around 
the sharing of cost and the likely challenges any larger 
programme will face.
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